
A Appendix: Lemmas

Lemma 1 (Total-variance divergence of joint distributions). Given two joint distributions p(x, y) =
p(y|x)p(x) and p̃(x, y) = p̃(y|x)p̃(x), the total-variance divergence can be bounded by

DTV[p(x, y), p̃(x, y)]  DTV[p(x), p̃(x)] + Ex⇠p̃[DTV[p(y|x), p̃(y|x)]] (10)
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Lemma 2 (Total-variance divergence of two Markov chains). Given two Markov chain pt+1(x0) =P
x
p(x0|x)pt(x) and p̃t+1(x0) =

P
x
p̃(x0|x)p̃t(x), we have
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Given policy ⇡ and transition p, we denote the density of state-action after t steps of transitions from
s as p⇡

t
(st, at|s). Specifically, p⇡0 (s, a|s) = ⇡(a|s). For simplicity, when starting from p0(s0), we
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Lemma 3 (Return gap). Consider running two policies of ⇡ and ⇡̃ in two dynamics p and
p̃, respectively. Let D
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Proof. The expected rewards at step t is bounded by
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By Lemma 1 and Lemma 2, we have
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B Appendix: Proofs of Theorems

Theorem 3 (General return bound for model-based policy iteration). J(⇡) is lower-bounded by
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Proof. According to Lemma 3, we have
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Since D
max
TV (⇡,⇡) = 0, we have the desired result.

Theorem 4. Given a policy ⇡ and a state-action pair (s, a), the discrepancy between the long-term
return in the real environment and the return in the masked model rollout of (p̃,M) is bounded by
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Proof. By the definition of masked model rollout, we can write the transition as
pmask(st+1|st, at) = I{t < H}p̃(st+1|st, at) + I{t � H}p(st+1|st, at).

So we can bound the single-step model error by
E⌧ [DTV[p(st+1|st, at), pmask(st+1|st, at)] | p̃,⇡,M, s0 = s, a0 = a] (25)

= E⌧ [I{t < H}DTV[p(st+1|st, at), p̃(st+1|st, at)] | p̃,⇡,M, s0 = s, a0 = a] (26)
 ✏w(t; s, a) (27)

So by Lemma 3, we have the desired result.

C Appendix: Hyper-parameters
• Environment steps per epoch: 1000.
• Policy updates per epoch: 10000.
• Model rollouts per policy update: 10.
• Model rollout horizon Hmax: 1, 4, 7, 10.
• Masking rate w: 0.5 if Hmax = 1, else wh = Hmax�h

2(Hmax+1) .

• Model error penalty ↵: 0.001.
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