A Several Variants of IS- and WIS-based Estimators

Denote by ; = ¢/ Ztho ~¢ for notation simplicity. Define
T
m(ay|st)
Wo.T\T) ‘= —_— -
( ) };[0 T (at ‘St)

Then we have the following two key formulas, which derive the trajectory-wise, and step-wise
importance sampling (IS) estimators, respectively.

T
RT = Erep,, [Z wo:T(T)’ytrt] (Trajectory-wise) (19)
t=0
T
=Erepn, [Z wo:t(‘r)%n] (Step-wise) (20)
t=0

where the only difference of (19) and (20) is that (20) replaces the wg.r in (19) with wo.,
yielding smaller variance without changing the expectation. This is made possible because
wo:t = Ernp, [Wo.r(7) | To:t]. Therefore, step-wise estimator can be viewed as Rao-backwellizing

each term wo.7(7)v7: in (19) by conditioning on 7.;.

Given a set of m observed trajectories 70 = {si,a, i} Vi = 1,...,m, drawn from p,,. The
trajectory-wise and step-wise estimators are

R 1 L o . T m o

Trajectory-wise: RL = 7 Z Z Yewg i,  Step-wise:  RL = Z Z Z’ytwéttrz ,
t=0 i=1 t=0 i=1
where wf, = wo.(7%) and Z; is a normalization constant of the importance weights: when
Zy =m, Vt, the corresponding estimators (called Trajectory-wise IS and Step-wise IS, respectively)
provide unbiased estimates of RL; when Z; = > w}.,, the corresponding estimators are weighted
(or self-normalized) importance sampling (called Trajectory-wise WIS and Step-wise WIS, respec-
tively), which introduce bias but often have lower variance. It has been shown that the Step-wise WIS
often performs the best among all these variants [30, 22].

In comparison, our method can be viewed as a further Rao-backwellization of the step-wise estimators.

Define
dr(s¢) m(ailst)

wt:t(atv St) = E“'"’pﬂ'o [UJO:T(T) | (St’ at)] - dr (st) 7T0((lt|8t).

Then we have

T
R =Erep,, lz Wyt (a, St)%rtl (Our method), (21

t=0

where we replace wy.; in (20) with wy.;, based on Rao-backwellization conditioning on (s¢, a;). This
gives an empirical estimator:

T m
. 1 .y
Our method: Rz = Z Z VWi T

where w},, = wy.¢(a},st) and Zy = mor Z; = Y-, wi.,,. Comparing this with the trajectory-wise
and step-wise estimators, it is easy to expect that it yields smaller variance, when ignoring the
estimation error of wy.;.

B A motivating example

Here we provide an example when wg.7 is exponential on the trajectory length 7', yielding high
variance in trajectory-wise and step-wise estimators in long horizon problems, while the variance of
our stationary density ratio based importance weight w;.; stays to be a constant as 7" increases.
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The MDP has n states: S = {0,1,...,n — 1}, arranged on a a

circle (see the figure on the right), where n is an odd number. (O U
There are two actions, left (L) and right (R). The left action ~ 0N
moves the agent from the current state counterclockwise to the bt @M
next state, and the right action has the opposite (clockwise) O 1

effect. The deterministic reward is 0 if taking action L and 1
otherwise. In summary, we have for any s and a that

T(s'|s,L) =1(s" = s — 1 mod n) N O—0O
T(s'|s,R) =1(s' = s + 1 mod n)
r(s,a) =I(a =R).

Suppose we are given two policies. The behavior policy 7y and target policy 7 choose action R with
probability p and 1 — p, respectively. We focus on the average reward (v = 1) here.

Claim #1. Stationary density ratio w;.; stays constant as t — oo. First, note that the MDP is

ergodic under either policy, as n is odd. Since 7y and 7 are symmetric, their stationary distributions

are identical, that is, d . (s)/d,(s) = 1. In fact, both d, = d, are uniform over S. Therefore,
da(s)7(Rls)  7(Rls)  p

we(s,R) = dro (s)mo(R|s) B mo(R[s) T

and similarly wy..(s,L) = (1 — p)/p. Both ratios are independent of the trajectory length, and have
Zero variance.

Claim #2. Variance of trajectory-wise IS weight w,. grows exponentially in 7'.

Proposition 8. Under the setting above, let T = {sy, ay, 7 fo<i<T be a trajectory drawn from the
behavior policy my, we have

vary, [wor(T)] = A7 — 1,
vary, [w():T(T)RT(T)} = Bp,TA;{_l —(1-p)
where

A, = P (J; (1/)—);)3 By — (L=pp (A=p"

T+1 p
Obviously, A, > 1 for p # 1/2 and A, = 1 for p = 1/2, and B, > 0 for large enough
T. Therefore, the variance of both the trajectory-wise importance weights and the corresponding
estimator grow exponentially in the order of APT.

Remark When p = 1/2, it reduces to the on-policy case of m = 7, for which we can show that
vary, [wo.7(7)] = 0 (since wo.r(7) = 1), and vary, ['UJO:T(T)RT(’T)] =1/(4(T +1)).

Proof. From the definition of the setting, it is easy to show that

F(r) T ladse) (1—p)”’<”‘”+”
RT T) = s wo- T) = =
=7 er(m) =11 iy =\
where
T
F(r)=> T(a; =R).
t=0

Under policy 7, F'(7) follows a Binomial distribution Binomial(T + 1, p). The first order moments
can be easily calculated as follows

E‘r~p7ro [wo.r(T)] = 1, E‘rwpwo [wO:T<T)RT(T)] =Erup, [RT(T)] =1-p.
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It remains to calculate the second order moments. We achieve this by leveraging the moment-
generating function (MGF) of Binomial distribution:

D(A) :=Ernp, [exp(AF(7))] = (1 — p+ pexp(X))" !, VAER. (22)
It will turn out be useful to consider the derivatives of ®(\):
O'(A) = Ernp,, [exp(AF (7)) F(7)]
= (T +1)(1 = p+ pexp(N)" pexp(N),
and
0"(N) = Ernp, [exp(AF (1)) F(1)?]
= (T+1)(1 = p+pexp(\)" (1 = p+ (T + 1)pexp(A))pexp(A).
For convenience, define C' = (1 — p)/p, and we have
Erpry (001 (1)) = Ernp,, [(C2F D7 (THD)2]
= ®(4log C) - C7AT+D)
= [(1=p+pchHo2)™

_ ATH+1
= AT+

(23)

where we use the fact that (1 — p + pC*)C~2 = % = A,. Similarly, we have

Ernpr [ww/ﬂo(T)2R(T)2]
_ E_mpm |:C4F(T)72(T+1)F(7_)2:| /(T + 1)2
= 3" (41og C)C~2THD) /(T 4-1)?
= (1= p+pCHC™)THC/T +1) + pC*)p°
=B,rAl"!
where we use the fact that B, 7 = (C/(T + 1) + pC*)p?. It is then straightforward to calculate the

variance from here. O

Claim #3. Variance of trajectory-wise WIS weight grows exponentially in 7. Although
weighted-IS (WIS) often improves over IS estimators by using self-normalized weights, it can-
not eliminate the exponential dependence on the trajectory length. Here, we calculate the asymptotic
variance of trajectory-wise WIS using delta method [28, Chapter 9].

Proposition 9. Let Rn,wis be the trajectory-wise WIS estimator of R, based on n copies of indepen-
dent trajectories drawn from o, we have

~ 1 1
By (B is = Br)?] = —Dp Ay + 0 (n) ,

where D, s = B, 7 Ayt — 2(1—p)3/p + (1—p)*A,, with A, and B, 1 defined in Proposition 8.

Proof. The asymptotic mean square error (MSE) of a self-normalized importance sampling estimator
can be estimated using the delta method [28, Chapter 9]:

Ep,, [(Rnwis — Rx)?]
= 2B, [t (TR - ReP) 4 03]
n n
Note that
Erpry [Wa/mo (T)?(R(T) = Rr)?]
=Erep,y [Wr)mo (T)*R(T)?] = 2RxBrnp, [Wr/mo (T)?R(T)] + RaErep, [Wr/my(T)?]
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where the first and third terms have been calculated in the proof of Proposition 8. We just need to
calculate the cross term:

Ernspey [ /o (1) R(T)] = Erny,, [CHFO2T0E(7)] /(T 4+ 1)
= &/ (4log C)C2THY /(T + 1)
— [(1=p+pchHC2]" pc?
= (1—p)*/pA;.

Therefore,
Ermprg [ww/7r0 (T)*(R(T) — Rw)2] = Bp,TAZ_l — 2R, (1— p)2/pAZ + R?TA;{H
=D, 1A},
where

Dyr:=B,rA" — 2R.(1—-p)?/p + RZA,
=B, A, = 2(1-p)*/p + (1-p)*A,.
We used R, =1 — p here.

C Proofs

Reproducing Kernel Hilbert Space (RKHS) We start with a brief, informal introduction of
RKHS. A symmetric function k(s, s") is called positive definite if all matrices of form [k(s;, s;)]i;
are positive definite for any {s;} C S. Related to every positive definite kernel (s, s’) is an unique
RKHS # which is the closure of functions of form f(s) = > . a;k(s, s;), Va; € R, s; € S, equipped
with a norm and inner product defined as

2
(f,9)u = Zaibjk(siasj)7 1f113 = Zaiajk(si,st
ij ij
where we assume g(x) = >, bik(s, s;). A simple yet important fact that our proof will leverage is
that

1fll3 = ggfgqf? 9 where F={geMt: |lgll; <1}

A key property of RKHS is the so called reproducing property, which says
f(S) = <f()7 k(S, )>7‘L7 and hence k(S, 5/) = <:Z€(S, ')a k(sla )>’H

In our proof, we will consider functions of form f(s) = Eyq[w(s")k(s, s")] for some function w
and distribution d, for which one can show that

Ignea}(<f7 9n = £l = ES7S’~d[w(S)w(S/)k(373’)]1/2;
this can be proved using the reproducing property as follows

113, = (F: F)a = Banalw(s)k(,8)], Bamalw(s)k(, s
=Es galw(s)w(s ) k(- s), k(-,s))nu]
=Eq g alw(s)w(s)k(s,s")].

For more introduction to RKHS, see [32, 3, 24], to name only a few.

drg (3)T0(als)T(

Proof of Theorem 1. Note that d, (s, als’) = ), Therefore, (9) is equivalent to

dﬂ'o(s/)
w(s') — , w(s 7(als) g = dﬁo(s)ﬂo(a\s)T(sﬂs,a)w . m(als)
( ) IE(s,a)|s ~To |: ( )77'0(04|5) :| ; dﬂ—O(S/) ( )7T0(CL|S)

1 , )
Ty 2 Tl mlals)dsy o)), s
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Denote g(s) := dnr,(s)w(s). Since d,(s") > 0 for all s, we find that (9) is equivalent to

= ZT(S/\s,a)ﬂ(a|5)g(s), Vs'. (24)

This implies that g(s) is invariant under Markov transition T'(s'|s, a)w(als). Because d,(s) is
the unique stationary distribution under the same Markov transition, (24) holds if and only if
g(s) o< dr(s), or equivalently, w(s) & Wy, (5). This completes the proof. O

Proof of Theorem 2. By the reproducing property of RKHS, we have f(s) = (f(-), k(s,)))n. This
gives L(w, f) = (f, $*)», where ¢*(-) = E, [A(w; 5,a, §)k(5, -)]. The results then follow by

max L{w, f)° = max( .6} = 675 = Eny [Mw: 5,0,5)A(w: 5,8,5)(s",5)].

O

Proof of Lemma 3. Assume ~ € (0, 1). The definition in (4) gives d(s) = (1 —7) >, ¥ dr,e(3).
Therefore,

dr(s') = (1 =) thdﬂ,t(S')
= (1 —7)do(s’ Zv (E
:( )do( (1—v ’YZ’Y dﬂ't+1

= ( )do( 1 — '}/Z'y ZT S) // dﬁ,H,l(s/) = ZTW(S/\S)dw,I,(S)

— (1= o) + 7 ST (sl ((1 ) vadﬂxs))
s t=0

— (1= dols") + 7 3 Tl

= (1 —7)do(s") + ’}/ZT(S/‘S, a)m(als)d.(s).

Multiplying both sides by f(s’) and summing over s’, we get

Do de($)f() = (1 =)D do(s")f(s)) +7 Y T(s'|s,a)m(als)dn(s)f (s

s,a,s’

Recall that (s,a,s’) ~ d. denotes sampling from the joint distribution of d.(s,a,s’) =
d.(s)T(s',a|s)m(als). Note that under this joint distribution, the marginal distribution of s’ is
different from d (s).!

The above equation is equivalent to
By na, [f(8)] = (1 = 1)Esnao[f(8)] + VE (5,0, ~dn [£ (5] -
For notation, changing the dummy variable s’ in Eg/q_[-] and Ey 4, [-] to s gives
Eswa, [f(s)] = (1 = )Esnao [ ()] + VE(sa,5)~d, [ (8)]-

Therefore,

E(sa,5)~d [VF(8) = f(8)] + (1 = 7)Eana, [f(5)] = 0.

'This is different from the average reward case, in which d(s) is the stationary distribution of T'.
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Proof of Theorem 4. Define

=Y Ta(s]s)g(s) — g(s") + (1= 7)do(s"),

where g is any function. Then by assumption, we have g(s) = d(s) if and only if 6(g, s’) = 0 for
any s’. Replacing d, with d, and f(s) with w(s)f(s) in (14) gives

E(s 0,5 mdny [W(8) f(5) = yw(s') f(s")] = (1 = V) Esnd, [w(s) f(5)] -
Plugging it into the definition of L(w, f) in (15), we get
L(w, f)
= YE(s,a,5)~dny [(Br/mo (@ w(s") f(s")] 4+ (1= V) Esnd, [(1 = w(s)) f(s)]
= VE(s 0,5 ~dng [(Br/mo (@ F(8)] = Banay, [w(s) £ ()] + (1 = 1) Esnao[f ()] (25)
= VE (5,0, ~id [Wr /o (8) T 0(8) F(8)] = Eismd, (Wi /o (8) T () f(5)] + (1 = 7)Essay [£ (5)]

= g, f(s),

where we have defined g(s) := d(8)ws/x, (s) " 'w(s). Therefore, L(w, f) = 0 for V[ is equivalent
to §(g,s’) = 0 for Vs’, which is in turn equivalent to g(s) = d.(s). Therefore, we have w(s) =
Wr/m,(5) Wwhen 0 <y < 1, and g(s) o< dr(s), or equivalently, w(s) X Wr/x,(s), wheny =1. [

S)w\Ss

|s)w(s) —
|s)w(s)

Proof of Lemma 5. Note that
ILf(s) = f(3) = VE(s',a) s~a, [ (5)]
= f(8) = YE(s" a)|smdng [Bre /o (al8) f(57)] -
Following the proof of Theorem 4 up to (25), we have
L(w, f)

= VE(s,0,8) ~dng [(Br/mo (al S)w(s) = w(s") f(s)] + (1 = 1)Esndo [(1 = w(s)) f(5)]
= VE(s,0,8) ~dng [(Br/mo (al )W (8) f ()] = Esnar, [w () f(5)] + (1 = 7)Esay [f(5)]

(
= ~Eunar, [005) (£8) = 1B oty Br/m (al)(8)]) ] 4 (1 = 1oy [£(5)
= By, [0 ()L (5)] + (1= 1) Eova [£(5)).

Since L(wy /x,, f) = 0, we have

L(w7 f) = L(wv f) - L(ww/ﬂ'oa f)
= Esdy, [(Wr/my (8) — w(s))ILf (s)] -

Lemma 10. For any function g(s), define g = Eqq_[g(s)] and

Ernp. [Xi0 ”Ytg(St) | s = ] when 0 < v < 1,

fo(s) = _ (26)
TIEI;OETNIDW Zg(st) —glso=s] wheny=1,

assuming the limits above exist. Then, when 0 < v < 1, f = fg is the unique solution of g = I1f;
when v = 1 and T is irreducible, all the solutions of g — g = 11f satisfies f = f, 4+ constant.
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Proof of Lemma 10. Consider first the discounted case v € (0, 1), we have

Hfg(s) = fg(s) - 'YE(S’,a)\SNdﬂ [fg(sl)]

= E[Z’ytg(st) | S0 = S] ’YE (s",a)|s~dx Z’Y g St ‘ S0 = 3]

279& | so=s] — thﬂ (st+1) | 50 = 5]

t=0
ZE[ (30) | so = s]
=9(s).
For the uniqueness, assume g = I1f; and g = [1f5, and 6 f = f1 — fo, then I1d f = 0, where
=7 Tx(s'|s)3f(s))-
If 0 < v < 1, we have
16 f1le = |[v DT (s')3f(s)|| <A 16fll +

which implies [|6 f|| , =

For the average reward case v = 1, we have

Hfg(s) = fy(s) - IE:(S’,a)\SNHLr [fg(s/)]

T T
= TILH;OE[Z( (St) - g) ‘ So = S] - IE:(‘s:/,a)|swal Z | S0 = SH
tTO . t=0
= fim B3 (ole0) = 9) 30 =] ~ B (9(oes2) ~9) |30 =
=0 t=0
=E[g(s0) =g | s0o = 4]
=9(s)—g.

For the uniqueness, assume g = IIf; and ¢ = IIf;, and 6f = fi1 — fo, then §f
> Tx(s'|5)0f(s"), which implies 6 f = >, T (s'|s)d f(s"), where T, is the n-step transition
probability function. If ¢ f is not a constant, there must exists a state § such that 6 f(5) < [|0f|| .
Since T is irreducible, there exists a n > 0 such that T (5|s) > 0. Therefore,

18 /]l = ||[TR(31)8£(3) + Y T(s'|)5f(s)|| < 116f]o >
s'#8

oo

which is contradictory. Therefore, § f must be a constant. In fact, functions that satisfies § f =
> Tx(s'|5)d f(s") is called harmonic [17, Lemma 1.16]. O

Proof of Theorem 6. By taking f, such that g(s) = 1(s = §), we have
L(w, fg) = Esndr, [(Wrjm (5) —w(5))g(s)] = dr(5) — w(8)dry (5).
We just need to calculate f,, following Lemma 10.

Note that T7% (5 | s) = Erp, [1(s; = 3) | 5o = s)]. When 0 < v < 1, we have

fg =Ernp, Z'Vt]- 5)[so =s

i T (3]s)
t=0
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Algorithm 1 Main Algorithm (Average Reward Case)

Input: Transition data D = {s;, ay, s}, r+}¢ from simulator from the behavior policy m; a
target policy 7 for which we want to estimate the expected reward. Denote by B/, (a|s) =
w(als)/mo(als).
Initial the density ratio w(s) = we(s) to be a neural network parameterized by 6.
for iteration =1, 2, ... do

Randomly choose a batch M of size m from the transition data D, M C {1,...,n}.

Update the parameter 6 by 6 < 0 — €V D(wg /2y, ), Where

- 1
D(’LU) = W i JZE:MA(wa Siy Qg S;)A(U}, 85, Qg 3;)]‘1(327 3;)7

and z,,, is a normalization constant z,,, = ﬁ D ieam Wo(si).
end for R
Output: Estimate the expected reward of © by R = > ., v;ri/ Y i, v;, Where v; =
We (Si)/Bﬂ/Trg (ai7 51)

Similarly, we take g(s) = 1(s = §)/dx,(8), and obtain bounds for Hw,r/ﬂo —w| . O

Proof of Theorem 7. Define 1 (s) = Eqjsr[(5, )] = Eq|smmy[Br/xo (a]s)r(s, )], then
Ry [w] = ]Eswdwo [w(s)/B‘IT/TFO (CL|S)’I‘(S, CL)] = ESNdWO [w(s)rﬁ(s)].

We consider the average reward case first. Following the definition of the operator II in (17) and the
average reward Bellman equation, we have

V™ (s) = rp(s) — Rx.
Following Lemma 10, we have

L(w, f) = Esnd, [(w(8) — Wy o (8)) (17 (8) — Ra(8))] = Rr[Wa/n,] — Rlw] = Rr — Rr[w].
For the discounted case, following the definition of II and the discounted Bellman equation (2), we

have IV, (s) = r., which gives
L(w, f) = Bsmmy [(Wr/m (8) = w ()7 (5)] = Br[wr/m] = Rlw] = B — Re[w].

D Algorithm Details

Algorithm 1 summarizes our main algorithm for the average reward case, where we approximate the
mini-max loss function in (12) using empirical averaging of observed data.

The algorithm for the discounted case follows the same idea, but requires some modification due
to the additional term in (15). To handle it in a notionally convenient way, we find it is useful
to introduce a dummy transition pair {s_1,a_1,s" ;,7_1} at time ¢ = —1, for which we define
s’y =80, r—1 =0and A(w; s_1,a_1,5"_) :=1—w(so)f(so). Related, we define an augmented
discounted visitation distribution via

dr(s) = Ydr,o(8) + (1 = )dm,—1(5) = (L =) D 7" drs(s). 27)

t=—1
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Algorithm 2 Main Algorithm (Discounted Reward Case)

Input: Transition data D = {s;, ay, s}, r+ }+ from the behavior policy 7; a target policy 7 for which
we want to estimate the expected reward. Denote by 3/, (als) = 7(als)/mo(als). Discount
factor y € (0, 1].
Augment the data with dummy data {s_1,a_1,s" ;,7_1} for whichr_; = 0, s’ ; = sp and
Aw; s_1,a_1,8" 1) :=1—w(sg)f(s0). Add them to D to form an augment dataset D.
Initial the density ratio w(s) = wy(s) to be a neural network parameterized by 6.
for iteration=1, 2, ... do _
Randomly choose a batch M C {1,...,n} from the augmented transition data D, by selecting
time ¢ with probability proportional to v/*1.
Update the parameter ¢ by 0 < 0 — VoD (ws/ 2w, ), Where

Z A(w, si, ai, 7)) A(w, 55,05, 85)k(s], 55),
z]EM

and 2y, is a normalization constant 2w, = 7 D e pq o (5i)-
end for .
. n n
Output: Estimate the expected reward of 7 by R, = > "  vir;/> ., v;, where v; =
we(si)ﬁw/m (ai» Si)-

Under this notation, the loss (15) of discounted case is rewritten into a form identical to the average
reward case:

L(w, f) = V(s 0,5 mdny [A(w5 5,0, 8") f ()] 4 (1 = 7)Esna, [(1 = w(s)) f(5)]
= E(s,a,s’)mcim) [A(’LU, $,a,s ) (SI)]

Therefore, following Theorem 2, we have

r}lea}(L(w f)? Ed}g [A(w; s,a,s)A(w; 5,a,5)k(s',5)], (28)

when F is the ball of RKHS with kernel k(s’, §).

We can further approximate the expectation E; [] given a set of augmented trajectories D =
0
{st,ay, 85,74 }1__,. Following (27), this can be done by randomly drawing (with replacement) data

at time ¢ with probability proportional to v¢. Let {s¢, as, s}, 7t }+c A be a subset of D generated this
way, and the mini-max loss in (28) can be approximated by

I}lea])r__cL(w f)? Z A(w, 54, a4, 57) A(w, 55, aj, 5)k(s], 55).
zje./\/l

This equation is identical to the one in Algorithm 1 for the average case, but differs in the way
the minibatch M is generated: it includes the dummy transition at time ¢ = —1 with probability
(1 — ~) and select time ¢ with discounted probability v**!. See Algorithm 2 for the summary of the
procedure.

E Information on SUMO Traffic Simulator

We provide details of the SUMO traffic simulator and how we formulate it as a standard reinforcement
learning problem.

States for SUMO A states of a traffic should provide us with enough information to control the
traffic light. A complex way is an image-like representation of the traffic vehicle around the traffic
light intersection [41]. Here, to simplify the problem, we add lane detectors around traffic light
intersections, and count the total number of vehicles on each lane as states s;. This should give us
enough, though not perfect, information to guide the traffic light agent to choose its action.
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Actions For a standard crossing intersection, its traffic light will have a program for 8 phases:
“Straight signal for North-South”, “Turn-left signal for North-south”, “Straight signal for East-West”,
“Turn-left signal for East-west” and their corresponding “yellow light” slow down signals. Here,
we simplify these 4 phases into actions a; for each traffic light, where we let one big time step ¢ in
reinforcement learning setting to be 6 real time steps in SUMO simulator. Within each big time step
t, we add a transition of 3 real time steps “yellow light” phase as a buffer to prevent vehicles for
“emergency stop” if our agent decides to change light status (a; # ar).

Rewards Our goal is to minimize the total travelling time for all vehicles. Thus, we could set the
negative of current aggregate total number of vehicles during the one big time step as reward ;. To

simplify, we can just consider 6 times the current total number of vehicle as a approximation of 7, to
make our system simpler.

Policy We use linear policy with the final softmax layer as probability for each action. We train a
policy 7, using Cross entropy(CE) method for 10 iterations and set it to be the target policy. And we
set the policies at the training iteration 6, 7, 8, 9 as behavior policies, which correspond to x-ticks 1-4
in Figure 4(c).

Other details To simulate on our given network, we also need to design route documents for a
vehicle to follow. Each route is a set of roads that connect any two exit nodes from the map. To make
simple but reasonable routes for the vehicle, we constrain our routes with at most one turn in the
network to avoid detours. We control each route with a fixed probability (different from each route)
every time step to generate a vehicle, to guarantee a randomized environment.
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